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Abstract

Software customization has been argued to benefit

both the productivity of software engineers and end

users. However, most customization methods rely on

specialists to manually tweak individual applications for

a specific user group. Existing software development

methods also fail to acknowledge the importance of dif-

ferent kinds of user skills and preferences and how these

might be incorporated into a customizable software de-

sign. This paper proposes a framework for performing

requirements analysis on user goals, skills, and prefer-

ences in order to generate a customizable software de-

sign. We illustrate our methodology with an email sys-

tem and review an on-going case study involving users

with traumatic brain injury.

1. Introduction

Software development has generally adopted a “one-
size-fits-many” model in which software is designed for
a few classes of user groups, rather than tailoring it
to the needs of particular users [4]. Clearly, differ-
ent individuals with different levels of expertise, dif-
ferent preferences, needs and goals require different
kinds of services. For example, automated telephone
banking might be designed in such a way that it is
usable and effective for both business analysts with
sophisticated profiles as well as students with basic
needs. Also, a train scheduling system might be de-
signed to have easy-to-understand instructions and in-
terpret questions from foreign and local tourists alike.
Likewise, survivors from brain injuries or other cogni-
tive impairments might be able to continue their reg-
ular daily tasks, such as email and document compo-
sition, with the help of customizable software that is
specifically tailored to support their individual skills

and needs. Such ubiquitous situations create a demand
for software customization – also known as software
variability – a research problem that has received little
attention in the literature.

Several sub-fields in Computer Science have begun
to tackle this problem – each from its own perspective –
including software engineering (SE), human-computer
interaction (HCI), and artificial intelligence (AI). In
SE, one approach to customizable software is to pack
all possible functionality into a single generic system
(e.g., MS Word). Unfortunately, excessive functional-
ity makes for “bloated” software and perplexed users
who cannot understand how to relate their needs, skills,
and preferences to the feature space of the software
[11]. Similarly, program families [10] attempt to define
the set of allowable alternatives for a given set of fea-
tures included in a family. Again, this approach offers
a design-level perspective on the set of alternative cus-
tomizations supported by a program family, and does
not easily translate to user needs, skills, and prefer-
ences. Work in HCI has focused on how users like to
be in control of the software and has developed interme-
diary mechanisms that allow users to directly manipu-
late the functionality and interface of a software system
[11, 2]. At the other end of the spectrum, research in
AI has developed automated techniques for monitoring
user actions in order to infer user goals and preferences,
which result in a revised user interface [8, 7].

In this paper, we propose a methodological frame-
work for identifying customization parameters during
requirements analysis. We argue that any customiza-
tion model should encompass user goals, skills, as well
as preferences that together form a foundation for cus-
tomizable software from a user perspective.

The rest of the paper is structured as follows. Sec-
tion 2 introduces our framework of goals, skills, and
preferences and shows how to map these into design
alternatives. To illustrate the breadth of alternatives
that can be accommodated by our framework, and also



to explain its inner workings, we apply it to a generic
email program. Although this application is “simple”
to use (at least to a researcher), it can often overwhelm
an untrained adult, especially one with a cognitive im-
pairment. Once the framework generates a set of al-
ternatives, these can be mapped to a software archi-
tecture, as discussed in Section 3. That section also
describes how customization can be carried out at run-
time through the selection of a new set of modules that
constitute the running system. In Section 4, we de-
scribe our experiences in applying the framework to
an on-going case study involving users with traumatic
brain injury (TBI). Finally, we summarize our work
and highlight directions for future research.

2. Customization Methodology

Our proposed framework involves three kinds of re-
quirements: user goals, skills, and preferences. We be-
lieve that the design of software should adopt a user
goal perspective, asking questions such as “What tasks
need to be performed if the user wants to fulfill certain
goals?”, “What if the user lacks certain necessary skills
to perform these tasks?”, and “How can the software
be tailored towards what the user prefers?” These are
the underlying questions that motivate the three com-
ponents of our framework.

The foundation of our customization model is a de-
tailed goal analysis on potential users for a particu-
lar application. Goal analysis has been found to be
a useful modeling technique for analyzing and decom-
posing a problem in order to generate software require-
ments [17, 13, 3]. In designing software, we can adopt
goal analysis to discover design alternatives by model-
ing target users as stakeholders and decomposing their
goals to the level where they can be fulfilled by a task

to be performed by a stakeholder or the system-to-be.
Our proposal also accommodates user needs (e.g., com-
munication) as well as desires (e.g., pass time) that im-
prove one’s quality of life, since both of these can also
be cast as user goals. Furthermore, different people
have different skill sets (e.g., computer fluency, eager-
ness to learn, memory deficits, language literacy) that
define the amenities and obstacles that users have in us-
ing a software system. In particular, we adopt a set of
cognitive skills described by Reed [14] into our model.
In addition to goals and skills, users have preferences

over how desired goals are to be fulfilled. Such prefer-
ences need to be identified by requirements engineers,
modeled in the software design, and made available to
the user at run-time for possible adjustment.

Our ultimate goal is to discover and document sys-
tematically the alternatives that can accommodate a
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Figure 1. Methodology In SE Life Cycles

set of users goals. We believe that goals, skills, and
preferences form the fundamental dimensions in formu-
lating the requirements analysis problem from a user
perspective. These dimensions are discussed in detail
with our email example in Sections 2.1 to 2.3. In the
analysis phase, our framework takes requirements as
input and generates a set of ranked alternatives for
the design phase. An alternative is defined as a set of
tasks that together fulfill a set of target goals. Possi-
ble alternatives can be ranked against a user profile.
Each alternative corresponds to a set of software com-
ponents forming a particular architecture. This archi-
tecture and the selection of components at run-time
are described in Section 3. Our overall framework is
depicted in Figure 1.

2.1. Stakeholder Goals

The first step in modeling user goals is to identify
them through elicitation techniques, such as running
focus groups or questionnaires. We then analyze the
elicitation outcome to generate a set of initial goals,
which are then refined using goal analysis [17, 13]. Each
goal is cast as a node in a goal graph, and is decom-
posed into subgoals according to the ways that the goal
can be fulfilled. Subgoals of the same parent may par-
ticipate in an AND relationship indicating that they
all must be satisfied in order for the parent goal to be
satisfied. Subgoals may also participate in an OR re-
lationship indicating that if one or more of them are
satisfied then the parent node is satisfied. The decom-



position continues until we arrive at subgoals that can
be satisfied by a person or by a system function. Such
leaf nodes of the graph is referred to as tasks that can
be carried out by the system-to-be or a stakeholder.

A subtree headed by the root node and containing
nodes that together satisfy the root node is defined as
an alternative. Identifying alternatives in this regard
allows us to use goal analysis to diagrammatically de-
velop design alternatives for software that accommo-
dates a set of elicited requirements.

Consider the following example. During elicitation,
we find that our potential users want to maintain con-
tact with their friends and to keep in touch with peo-
ple they know. However, through consideration of how
these two goals may be achieved, we decide that they
refer to the same underlying concept. Thus, we re-
name the goal as Maintain Contact and decompose
it to identify proper software functionality to support
it. (Please refer to Section 4 to see a partial decom-
position of this goal.) During one of these iterations,
we decide that sending email constitutes one way peo-
ple can maintain contact. Furthermore, in order to
compose an email message, one must choose a way of
composing its contents and an input medium for the
software. Figure 2 shows this binary decomposition,
with the subgoals continuing in Figures 3 and 4 respec-
tively. Figure 3 identifies six leaf nodes for expressing
message contents, where the OR arcs denote that any
subset of these nodes may be combined to define an al-
ternative. Similarly, Figure 4 depicts different software
input media.

content medium

compose

AND

Figure 2. Goal Analysis for Compose

Several examples of alternatives are shown in Fig-
ures 5 to 6. Figure 5, on the left, shows the generic
method of a user coming up with the content and en-
tering the information herself. Other alternatives in-
clude choosing a combination of assistive functions for
composing email content, as in alternative B on the
right in Figure 5, and choosing a combination of assis-
tive functions for email input, as in alternative C on
the left in Figure 6. A very different alternative to A
involves always asking for help from someone else. This
is alternative D, illustrated on the right in Figure 6.

Due to the semantics of AND and OR relationships,
goal analysis can result in an exponentially large space
of alternatives. In particular, the number of alterna-
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tives defined by a goal graph depends exponentially on
the number of OR relationships on that graph. The
rest of this paper leaves complexity issue aside and con-
centrates instead on design ones. Section 4 reports on
our experiences with goal graphs which contain millions
of alternatives.

2.2. Required Skills

The second component of the model identifies the
set of required skills for each function and uses them
to rank various design alternatives. In developing a
model for software skills, we collected background ma-
terial from various areas of psychology including so-
cial, cognitive, and developmental, as well as neuro-
science [15, 14, 16, 12]. Skills pertaining to software use
were grouped hierarchically to reflect various psycho-
logical theories. Examples of skills include the ability
to take initiative to act, the ability to transfer knowl-
edge learned from one domain to another, the ability
to be aware of one’s own emotions and control their
expression. The specific skills involved and the appli-
cation of this hierarchical model is discussed further in
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[9].

With respect to the goal analysis graph, we extract
the leaf tasks and associate skills to them. Table 1
shows the list of skills necessary to accomplish the tasks
under the compose goal. The listed skills abstract away
from implementation details and focus instead on re-
quirements. The level of abstraction we adopt here
corresponds to those in another study reported on po-
tential TBI users [4]. In particular, selection skill
requires motor input, which can be implemented in
various ways, such as a mouse click or a key press.
Similarly, the skill for various input media include tra-
ditional keyboard typing (requires motor skills), voice
dictation (requires speech articulation skills), or voice
recognition software with an editing option (requires
speech articulation and motor skills).

Required skills refer to the skills that are necessary
in order to perform a task. Table 2 shows the skills
that are supported by a function. For example, a user
may lack social judgment but choosing any of the sev-
eral content functions will help this user develop the
message content.

Combining the set of required and supported skills,
we derive the alphabetic list of skill variables in our
user profiles:

1. attention – cognitive ability to focus on one thing
for a period of time

General: Required Skills

all, except ask someone, selection, attention,
human memory

all content functions initiation
all content functions self awareness

except self-performed
Content Branch: Required Skills

style (emotion) check evaluation of options
topic suggestion evaluation of options
read samples sentence processing,

vision
ask someone none

self-performed composition
Medium Branch: Required Skills

handwriting character writing,
vision

voice-to-text with edit speech production,
vision

voice speech production
human none

assisted evaluation of options
self-performed motor, vision

Table 1. Required Skills and Functions

2. composition – language and creativity skill for
writing sentences and short paragraphs

3. creativity – cognitive skill associated with gener-
ating ideas

4. evaluation of options – decision making when pro-
vided with several possibilities

5. initiation – taking a corresponding action when
there is the desire to do something

6. character writing – language and motor skill

7. memory – short and long term ability to remember
things

8. motor – includes typing, hand-eye coordination

9. selection – motor skill for coordinating the hand
and eye when choosing the function

10. self awareness – social skill in recognizing that s/he
needs assistance

11. semantic transfer – ability to transfer knowledge
across domains

12. sentence processing – language skill to understand
sentences



Functions: Supported Skills

all content functions creativity
all content functions social judgment

except self-performed,
topic suggestion

self-test samples semantic transfer
all medium functions motor

except self-performed,
handwriting

handwriting speech production

Table 2. Supported Skills and Functions

13. social judgment – appropriateness of language us-
age and interaction protocol

14. speech production – physical ability of vocal cords

15. vision – skill to recognize and produce images

Thus, these skills characterize alternatives and serve
as an important parameter in selecting among them.
For a particular alternative, each skill is marked
as either “supports” (value of 1), “neutral” (0), or
“requires” (−1)1. For example, alternative A (see
Figure 5) has both the content and medium being
self-performed. According to Table 1, the set of
skills that are required by the self-performed leaf
node for content are selection, attention, memory, ini-
tiation, and composition. From the same table, the set
of skills that are required by the self-performed leaf
node for medium are selection, attention, memory, mo-
tor, and vision. Therefore, each of these corresponding
skill variables have a value of −1. Note that skills re-
quired by multiple leaf nodes still have −1 because the
value denotes simply whether a skill is needed, not the
degree to which it is needed. The same procedure is ap-
plied for supported skills in Table 2. We find that cre-
ativity is supported so that skill variable has a value of
1. The vector representation of alternative A matched
with 15 skill variables is the following:

A : [−1,−1, 1, 0,−1, 0,−1,−1,−1, 0, 0, 0, 0, 0,−1]

Summing up the values across the vector yields a
total score of −6 for alternative A. Comparable values
for alternatives B, C, and D can be calculated in an
analogous way.

These are the skills that we need to assess for po-
tential users in order to create the skills component of

1Currently, skill levels range in [1,-1] for simplicity. The
framework can support a wider skill level assessment by increas-
ing the range of values, e.g., [5,-5].

our user profile. Each person is grossly assessed with
respect to these skills, and each skill is marked as either
“strong” (value of 1), “neutral” (0), or “weak” (−1).
Consider the vectors below, with u1 representing a typ-
ical university student who has no problems with any
of the email skills, u2 representing an elderly user who
is weak with memory and cognitive skills pertaining to
fine details, and u3 representing a patient with cogni-
tive deficits who has problems with most email skills.

u1 : [1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1, 1]

u2 : [−1, 1, 1, 1, 1, 1,−1,−1,−1, 0, 0, 1, 0,−1,−1]

u3 : [−1,−1,−1,−1, 0, 1,−1, 0,−1, 1,−1, 0,−1, 1,−1]

These vectors form the skills component of a user
profile.

2.3. Personal Preferences

The third component of our framework concerns
user preferences. During the elicitation of user goals,
target users identify not only important goals, but also
how these goals are to be achieved, why they are impor-
tant, and what scenarios make them important. The
result of this elicitation process is a set of preferences.
In the goal analysis framework, preferences can be
naturally captured as softgoals – ill-defined goals that
serve as criteria for evaluating alternatives by identify-
ing positive or negative contributions from certain leaf
goals. Consider Figure 7, an extension of the goal anal-
ysis on compose, with added softgoals (represented as
clouds) and contributions made by leaf goals. We use
+ or - to denote whether the contribution is positive or
negative respectively. The softgoals improve social

judgment and write interestingly receive positive
contributions from several content tasks. On the other
hand, independence gets positive contributions from
the tasks that are carried out by the user alone, and
negative ones from tasks that are assigned to an ex-
ternal agent. Absence of a link between a task and a
softgoal implies that the task does not have a direct
influence to the respective softgoal.

Let p1 be improve social judgment, p2 be write

interestingly, and p3 be independence. Table 3
shows the preference scores according to the contribu-
tions depicted in Figure 7. A value of 1 is added for
each positive contribution to a preference, 0 to each
unmarked preference, and −1 for each negative contri-
bution to a preference.

Taking the overall skill and preference scores for the
alternatives, we get the following results: A has -4, B
has 0, C -4, and D -1. Note that alternatives A and C
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p1 p2 p3

A 0 0 2
B 2 1 3
C 0 0 2
D 1 1 -1

Table 3. Alternatives to Preferences

require similar skills and have similar preference con-
tributions, while alternatives B and C require different
skills but the preferences balance them out.

We also extend user profiles with preferences by
treating them as an addendum to the profile vectors
we have developed so far. The score assignment is sim-
ilar to those of skills, with “preferred” corresponding to
a value of 1, “don’t care” to a 0, and “disapproved” to
a −1. A regular user, u1, may want to continue hav-
ing independence in software use and not care about
improving social judgment or writing interestingly as
long as the message gets across. An elderly user, u2,
may want to be independent as well as writing inter-
estingly. Finally, a cognitively impaired user, u3, may
consider all of these preferences to be important. Table
4 reflects these settings.

p1 p2 p3

u1 -1 -1 1
u2 -1 1 1
u3 1 1 1

Table 4. User Preference Profiles

2.4. Evaluating Alternatives

In Section 2.1, we applied goal analysis to define the
space of alternatives for fulfilling a set of initial goals.
In Section 2.2, we identified the skills to analyze design
alternatives and developed an abstract skill profile for
a user. Similarly, in Section 2.3, we extended the user
profile with preferences. Here, we carry out a sample
evaluation of alternatives in our on-going email exam-
ple.

The general algorithm for evaluating the set of al-
ternatives is given in Table 5. Here, we define the
data structure, matrixAlts, as a table with alterna-
tives as its row elements and all the skill and preference
variables as its columns. We assume that an alterna-
tive consists of a set of leaf nodes gathered from the
goal analysis tree. For simplicity, we also assume that
matrixAlts stores all alternatives in a graph. Later,
we will lift this assumption when we optimize the al-
gorithm.

for each row alternative, A, in matrixAlts

{
- compare A against each column in user profile
- determine score of each cell
- tally up total for A

}

Table 5. Naive Ranking Algorithm

The second and third step in the for loop of the naive
algorithm is a simple table look-up and summation re-
spectively. However, the first step that compares al-
ternatives against user profiles needs to be fleshed out.
Basically, we are comparing two vectors of integers, v1

(an alternative) and v2 (a user profile), and our objec-
tive is to minimize the distance between them. Ele-
ments in each vector correspond to skill and preference
variables. In our comparison procedure, we add v1 to
v2 when we are comparing skill variables and subtract
v2 from v1 when comparing preference variables. The
results are stored in vtmp, and taking the sum of the
absolute values across the elements of vtmp gives a sin-
gle metric, which is a similarity score between the two
vectors.

Intuitively, this simple distance metric returns a
number measuring the distance between two vectors.
This similarity measure helps us determine a suitable
match among alternatives, given a user profile. Recall
that users tend to specialize in a subset of the func-
tionality provided by today’s software. Therefore, we
believe it is better to provide a less “bloated” applica-
tion by matching the user’s skills to an appropriate set



of functions rather than just giving them everything.
Thus, a person with many strong skills would be better
matched with an alternative that exercises more skills
because an expert user is more likely to perform a task
herself rather than get support elsewhere. In the same
manner, a person with many strong preferences would
be better matched with an alternative that has posi-
tive contributions toward those preferences, while an
alternative with negative contributions toward certain
preferences would not matter to someone with weak
preferences over them.

Following our procedure, we take the sum of the
absolute value of the elements in each of the alternative
vectors to find their similarity score with user u1. The
resulting scores are: A = 11, B = 16, C = 12, and
D = 19. Therefore, as predicted, alternative A is most
suitable for a regular user, with C > B > D being
the ranking of the remaining alternatives. The same
procedure ranks the alternatives C > D > A > B in
order of decreasing similarity for user u2, and D > B >

A = C for user u3. This evaluation procedure gives us
a ranking over the set of design alternatives.

3. Design Architecture

This section describes how the alternatives identified
during requirements analysis are mapped to a software
architecture that serves as a starting point for design.
The section also describes the process by which one
can arrive at a particular customization of the system
at run-time.

3.1. Goals and Classes

To bring our customized alternative to the design
level, we introduce one class for every task identified
in the Goals-Skills-Preferences model. Although one
class may eventually implement multiple tasks and vice
versa, we begin the design process with a one-to-one
correspondence between design and requirements ele-
ments. Figure 8 shows a simplified task-class associa-
tion for a subtree of Figure 4. Alternative A, for exam-
ple, will choose a StandardInput object, along with
a sequence of the appropriate control objects (Type,
Medium, etc.).

This task-class association involves specifying pa-
rameters that initialize each class instance. Depending
on alternative from which the tasks were selected, the
corresponding classes may conflict in run-time issues
such as synchronization or resource usage. Solutions
from distributed systems give insights to these prob-
lems [1].
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Figure 8. Task-Class Association for medium

After the task-class association, we further cast the
internal nodes of the goal graph to classes that define
elements of control flow (and name such classes control

classes). The control structure of these classes is iso-
morphic to the structure of the goal analysis graph. In
particular, classes corresponding to parent goals are re-
sponsible for calling the methods of one or more of the
classes corresponding to goal children. Which methods
are actually called depends on whether the correspond-
ing parent goal is an AND or an OR one. If the goal
parent has an AND relationship with its children, then
its corresponding control class will call the methods of
all its children classes, as shown in Table 6. On the
other hand, a control class that corresponds to an OR

goal will call one or more of its children based on some
condition. Which child class method is actually called
depends on customization parameters set at run-time.
Note that other details about the design, such as the
order in which child class methods will be called, will
have to be introduced later in the design process.

The designer can, of course, revise this class struc-
ture, by combining several classes (e.g., merging an
AND-class with its children) or by introducing others
(e.g., interface classes).

3.2. Component Selection

Encoding customization information into the control
classes can be carried out during two distinct stages:

Design Time Configuration. Given an elicited user
profile, developers may select a set of classes that
correspond to the best alternative with respect to
this profile. We say that in this case, the user



class CAND( class parameters )
{

childA( parameters );
childB( parameters );

}
class COR( class parameters )
{

if( condition )
childC( parameters );

else if( condition )
childD( parameters );

}

Table 6. Control Class Example Prototypes

commits to a specific customization at design time.

Run Time Configuration. While letting every
component of the product be accessible to the
user, the configuration process can be performed
by her (or someone on her behalf) at run-time.
The user may run a configuration procedure that
asks her for profile information initially when she
installs the software. Alternatively, the user is
asked periodically if the user profile evolves over
time. Web-based applications, for example, may
follow this paradigm first by obtaining the user’s
profile and then by configuring the functionality
that is suitable for her.

Note that the two options are not exclusive: at de-
sign time, a first subset of alternatives is selected, and
at run-time, this subset is further filtered or re-selected.
What is important to note is that the user does not deal
with configuration at a technical level or decipher the
options via an intermediary language, since our model
exposes the user to only the choices that are relevant
to the satisfaction of her goals. The act of customizing
the software at run-time should not be a matter of se-
lecting or re-selecting particular functions. Imagine a
configuration wizard asking, “Would you like help from
our typing assistant?”, or showing a complicated dialog
box, such as the mock-up in Figure 9. Instead, the user
provides information from her profile, letting the con-
figuration wizard automatically re-select the low-level
functionality with respect to her goals.

4. A Case Study

In collaboration with clinicians and researchers at
the University of Oregon, we applied our customiza-
tion model to design a communication software for TBI

Figure 9. A Hypothetical Options Dialog Box

survivors. Because such survivors often suffer from so-
cial isolation, a communication software is an excellent
medium for learning, while at the same time giving its
users a sense of connecting with the rest of the world.
In Fickas et al [4], focus groups were conducted to as-
sess the needs (i.e., goals) of TBI survivors, along with
reasons for choosing certain technologies. Although
our discussion so far focuses on email, the feedback
from the focus groups motivated us to choose a broader
scope in developing customized software for TBI sur-
vivors. Instead of starting with a specific application
(i.e., email) and then tailoring it to particular users
based on periodic feedback, we began by identifying
high-level goals for our users, applied our customiza-
tion model, and identified alternatives for the software
to be developed. Not only does this approach attempt
to match user goals with a diverse set of skills from
this cognitively impaired population, but the frame-
work unearthed a huge customization space for explo-
ration. Although TBI survivors may be an atypical
example for target users, this population provides a
strong argument for adopting systematic customization
techniques into general software engineering practice.
Our case study reports on an initial goal analysis for
this population, based on the focus group feedback.

In our requirements model, the main stakeholder is
a cognitively impaired user. Based on the description
of assessed needs and technology preferences reported
in [4], we came up with four top level goals: Access

Services – the need to perform everyday tasks (e.g.,
get groceries delivered, banking), Get Health Care –



a special case of Access Services which refers specif-
ically to remote inquiries or in-person visits to health
professionals or centres, Maintain Contact – keeping
in touch with friends, and finally, Meet New People –
the user’s desire to extend her social environment. Fig-
ure 10 shows a partial goal analysis graph for Maintain
Contact to illustrate how it is decomposed.

Maintain
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Information Social Events/
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Request
Infro
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Occasional
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Figure 10. Partial Graph for Maintain Contact

Turning to preferences, we identified the follow-
ing, most frequently occurring softgoals: Avoid

Disturbance of Other People, indicating self-
awareness: the user does not want to bother her
friends; Avoid Exposition of Impairment, in order
to prevent malicious people from taking advantage
of TBI survivors by recognizing that they have an
impairment; Privacy, whereby the content of any
exchanged messages should be kept private to the
communicators; and Intellectual Stimulation,
i.e., the desire to carry out a challenging task and
the satisfaction derived from achieving it. The skill
variables of the target users are currently under
development.

In terms of size, the current version of our goal anal-
ysis has about 750 nodes. A significant part of the
goal analysis consists of common subtrees (e.g., options
for input devices). The number of alternatives that
the four top-level goals support are 4.5 · 104, 1.6 · 108,
4.9 · 1011 and 3 · 106, in the order listed above. A tool
was developed to analyze the graphs in the goal anal-
ysis. An attempt to enumerate 106 alternatives us-
ing a naive goal graph traversal algorithm (cf. Section
2.4) that stores k alternatives, for some small constant
1 < k < 20, takes about 30 seconds on a Pentium IV,
with 2.5Ghz CPU and 512M memory. In this case, the
search for best alternatives is computationally man-
ageable. On the other hand, the same algorithm ran

on 4.9 · 1011 alternatives hit the proverbial exponen-
tial explosion, and required several days to complete.
Since the selection of most preferred alternatives is a
key computational task in our framework, we are ex-
ploring heuristics that are computationally tractable
and lead to near-optimal results.

5. Concluding Remarks

As software becomes omni-present, we need to de-
velop new techniques for making it customizable for
large classes of users, with diverse needs, skills, and
preferences. These techniques need to support cus-
tomization at a much finer-grain than is currently pos-
sible. Software that assists people to live their lives
despite disabilities constitutes an important class of
applications where such high degree of customization
is essential. This paper proposes a framework that
supports the design of highly customizable software
by adopting goal-oriented analysis techniques. The
workings of our framework have been illustrated with
a simple example involving the design of a customiz-
able email system. We are currently applying it to a
case study involving TBI patients. We are also explor-
ing effective heuristic techniques that generate best or
near-best alternatives for achieving top-level goals for
a particular set of skills and preferences. The novelty
of our framework rests on the fact that it casts soft-
ware customization as a requirements analysis prob-
lem, compared to other approaches that study it as
a design problem. However, our proposal is definitely
work-in-progress.

The most relevant work to our proposal is [6], where
the use case notation is extended to represent differ-
ent types of software variability from a requirements
perspective. The key difference between this work and
ours is in the choice of goals vs. use cases as fundamen-
tal concepts for representing and analyzing variability.
With goals, one can explore alternatives even before
there is a system to discuss (e.g., the goal Maintain
Contact). With use cases, on the other hand, al-
ternatives are explored in the context of system use.
Thus, both proposals treat software variability during
the requirements phase. However, our proposal is fo-
cusing primarily on earlier stages of requirements anal-
ysis than the use case one. Another point of difference
is that goals offer a clear conceptual framework for
defining variability space (through AND/OR decom-
positions). The situation is less clear with use cases,
which sometimes represent goals and sometimes tasks
[5].

Apart from dealing with the complexity of our al-
ternatives selection algorithm, we are also looking at



a number of other extensions of the framework. In
particular, we are studying how multiple stakeholders
may be handled in our work. Goal analysis in i* [17]
supports goal analysis for multiple stakeholders. In
this setting, goals can be delegated by one stakeholder
to another, leading to networks of strategic dependen-

cies. This extension will require novel conflict reso-
lution mechanisms for situations where various goals,
skills, and preferences among relevant stakeholders are
mismatched. For example, a TBI survivor may be very
enthusiastic about emailing a particular friend, so he
sends several messages every day for several weeks.
The friend is initially cooperative, but she is eventu-
ally overwhelmed and stops replying to his messages
temporarily. In reaction, he sends even more mes-
sages, thereby overloading her mailbox and aggravat-
ing her. To prevent stakeholders from falling into such
traps, the system should monitor the interaction be-
tween email partners to make sure they remain within
accepted social norms. Many interesting research ques-
tions arise in recognizing and dealing with such issues.
Moreover, we are working on modeling changes to a
user profile at run time. Clearly, any set of personal
profile parameters may change over time. But how do
we detect these and how do we update the customiza-
tion of the running system? Run time customization,
or adaptation, is an open problem with little work in
the literature. How should changes be made? Do we
require that users perform periodic “checkups” where
they are prescribed software updates? Clearly, much
remains to be done.
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